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Abstract

Temporary directed topological shocks can change communication opportunity, but evaluating 
their persistence in an adaptive routing policy requires separating imposed access, policy 
preference, realized communication, and observable functional contribution. ShockGraph is an 
exploratory synthetic pilot designed to preserve that separation in an auditable eight-agent 
microworld.

Twelve run clusters completed a shared 100-episode baseline, a 50-episode directed topological 
shock, and a 150-episode recovery after restoration of the basal access graph. All 22,800 
planned episodes completed. The primary cluster-level estimand was the normalized recovery 
mean of treatment-minus-sham CPLI, the frozen policy-probe quantity used to measure physical-
boundary preference.

The anticipated directional pattern was not supported. The integrator contrast was small and 
unsupported after Holm correction. The isolator estimate was positive, contrary to the frozen 
negative alternative, and was not re-tested as a positive hypothesis. The integrator-minus-
isolator contrast was also unsupported. Topology-neutral reorganization met the CPLI 
equivalence criterion fixed for the blinded analysis within the margin [-0.02, 0.02]; this narrow 
result does not identify bridge count or another graph property as a causal mechanism.

The eight frozen recovery contrasts were classified as COMPLETE_RECOVERY in all 12 
clusters under the sustained block-level treatment-minus-sham rule over the finite recovery 
horizon. H7 was indeterminate because the aggregate adaptive magnitude did not reach the 
frozen evaluation gate. No adverse signal was detected by the ten frozen one-sided guardrail 
tests, which does not establish safety, equivalence, or absence of adverse consequences.

The pilot provides a reproducible measurement scaffold and a constrained empirical baseline 
rather than support for the original directional hypotheses. Interpretation is limited by the shared 
task panel, the synthetic microworld, n=12 run clusters, and the post-collection, pre-reveal timing 
of the detailed analysis freeze.
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Introduction

Temporary communication constraints are a common intervention in distributed systems, 
organizations, and experimental multiagent environments. Networked multiagent coordination 
depends on interaction topology, but topology alone does not determine the sequence of realized 
interactions or their functional role in a task. A directed change in who can reach whom may alter 
not only the communication that occurs during the perturbation, but also the adaptive policy used 
after the original conditions are restored. Demonstrating such persistence requires more than 



showing that the imposed graph changed. It requires separating the access graph supplied by 
the experiment from the messages actually sent, from the policy that selected those messages, 
and from observable evidence that information contributed to task performance.

ShockGraph was built as a minimal synthetic pilot for that separation. The pilot deliberately 
avoids external model calls and uses an eight-agent symbolic microworld so that task generation, 
access constraints, routing decisions, provenance, outcomes, and replay can be versioned and 
audited. Its purpose is not to establish a general theory of multiagent adaptation. It is to produce 
a technically reproducible first empirical map of how an adaptive router responds when a 
topological shock is applied, removed, and followed through recovery.

The central design question was whether temporary, directed topological shocks would 
leave persistent changes in CPLI, a frozen policy-probe measure of physical-boundary 
preference and the primary policy outcome. The design also asked whether different 
shock classes would separate in the anticipated directions, whether topology-neutral 
changes would remain equivalent to sham within the analysis-stage margin, whether 
theta-reset controls would attenuate observed post-shock changes, and whether 
communication and functional guardrails would show adverse signals. Because the 
detailed statistical plan was frozen after data collection but before reveal under blinding, 
the study is reported as exploratory.

The main contribution is a reproducible experimental scaffold and a qualified empirical result. In 
this pilot, the directed interventions did not produce the anticipated linear pattern in CPLI. The 
isolator contrast was positive rather than negative, but this was not converted into a supported 
positive hypothesis. Topology-neutral change met the CPLI equivalence criterion fixed for the 
blinded analysis, recovery was complete under the frozen block-level rule, and H7 was 
indeterminate because the aggregate adaptive effect was below the evaluation threshold. The 
multilayer outputs further support the methodological point that access, policy, communication, 
and functional contribution should not be treated as interchangeable measures.

Positioning and related work

ShockGraph is positioned at the intersection of adaptive-network experimentation, stochastic 
policy learning, perturbation-recovery studies, and multilayer representation of temporal systems. 
Gross and Blasius (2008) provide broad adaptive-network vocabulary for systems in which 
network structure and dynamics are jointly relevant. ShockGraph uses that vocabulary with a 
strict qualification: topology is externally scheduled by the experiment, whereas adaptation 
occurs in the router policy over currently permitted opportunities. The pilot therefore does not 
claim endogenous topology change or open-ended coevolution between network structure and 
behavior.

Work on multilayer and temporal networks motivates the separation of relational layers over 
common units. Kivela et al. (2014) and Boccaletti et al. (2014) support treating layer-specific 
structure and dynamics explicitly, while Holme and Saramaki (2012) emphasize that time-
stamped events differ from static adjacency. Butts (2008) provides a related event-history 
perspective on realized interactions. In ShockGraph, these anchors justify keeping possible 
access, policy probes, realized deliveries, and functional contribution channels separate. They do 
not by themselves support causal claims among layers.



The adaptive component follows the broad logic of stochastic policy-gradient learning: actions 
are sampled from a parameterized distribution, selected log-probability gradients are recorded, 
and local credit updates the policy. Williams (1992) is the relevant lineage for REINFORCE-style 
log-probability gradient methods, but ShockGraph does not claim identity with every assumption 
or estimator in that historical algorithm. In ShockGraph this machinery is constrained to a small 
auditable router with a fixed feature schema, bounded relay, deterministic task generation, and a 
documented local derivational-credit objective. The aim is not to benchmark a reinforcement-
learning algorithm, but to obtain a reproducible adaptive policy whose probes can be compared 
across controlled topological schedules.

The multilayer framing in this paper is operational rather than ontological. G_A is imposed access, 
G_P is policy-probe state, G_C is realized delivery, and G_F is observable functional contribution. 
Newman (2003) provides broad background for distinguishing network structure from processes 
on networks, and Olfati-Saber et al. (2007) motivates why topology matters for networked 
multiagent coordination. ShockGraph is narrower than consensus or general coordination theory: 
it studies a synthetic communication-and-routing task, not consensus dynamics.

Finally, the recovery language is operational. Holling (1973) and Pimm (1984) are useful only as 
cautionary contrasts between broad resilience concepts and return-oriented stability. 
ShockGraph's recovery classification refers to the frozen block-level rule applied to CPLI 
summaries over the finite 150-episode recovery horizon after the original access graph was 
restored. It does not imply general robustness, safety, resilience, or transfer to other microworlds.

Research questions and hypotheses

The pilot was organized around seven frozen questions or hypothesis families. H1 asked 
whether an integrator adaptive shock would produce a positive post-shock treatment-sham CPLI 
contrast. H2 asked whether an isolator adaptive shock would produce a negative post-shock 
treatment-sham CPLI contrast. H3 asked whether integrator and isolator adaptive shocks would 
separate in the anticipated direction. H4 tested whether topology-neutral adaptive reorganization 
met an equivalence criterion against sham for CPLI within the margin fixed for the blinded 
analysis.

H5 described associations between CPLI and communication or functional channels without p-
values. H6 reused the accuracy guardrail descriptively and did not constitute an independent 
test. H7 evaluated theta-reset controls only if the aggregate adaptive magnitude crossed the 
frozen evaluation gate. Recovery classifications were reported under the block-level sustained-
entry rule, not as per-episode equivalence claims. These questions are reported as an 
exploratory pilot because important statistical details were frozen post-collection but pre-reveal 
under blinding.

Methods

System and microworld



ShockGraph is a synthetic eight-agent microworld designed to separate imposed communication 
opportunity, adaptive communication preference, realized communication, and observable 
functional contribution. Each episode was run under a controlled task environment with private 
agent state, an append-only public blackboard, directed access constraints, and a router that 
selected communications permitted by the current topology. The system was intentionally kept 
independent of external API calls for the pilot phase.

The executed task classes were local and integrative. Both were generated from the same 
deterministic core for a paired task seed: four entity types, five relations, two Horn rules, a unique 
target answer, three primitive proof facts, and distractors. In a local task, all three proof facts 
were assigned within one target community. In an integrative task, one proof fact was assigned to 
one community and the other two to the other community. Within each community, facts were 
distributed across four agents so that agents started with private observed facts; no agent began 
with the complete global proof unless the generated and validated task structure allowed it 
through its assigned facts.

During each round, agents first took a private inference step from their current memory by 
applying the Horn rules to their round snapshot. Each agent then published at most one artifact 
to the blackboard. The deterministic publication priority was: answer proposal if an unpublished 
derived fact matched the query subject and relation; otherwise an unpublished non-answer 
derived fact; otherwise an unpublished observed fact selected by syntactic relevance to the 
query. The blackboard stored semantic artifacts, physical deliveries, and read records append-
only. A delivery transferred a blackboard artifact over a physical edge from current_sender_id to 
receiver_id; after receipt, the receiver read the artifact and incorporated the fact and provenance 
into private memory.

Relay was explicit and bounded. A direct opportunity had no parent_delivery_id and proposed hop 
count 1. A relay opportunity reused a previously received content item as a source, carried the 
parent delivery as lineage, incremented hop count by one, rejected revisiting a prior agent, and 
was allowed only up to TTL 3. Relay counts were attributed to the physical current_sender_id -> 
receiver_id edge, not propagated to ancestors.

Answer proposals were evaluated from blackboard artifacts in deterministic order. A proposal 
was valid when its primitive provenance exactly covered the required proof tokens and its claim 
matched the query subject and relation. It was correct when, in addition, its object equaled the 
episode's generated answer entity. accuracy was 1 exactly when the terminal status was correct; 
otherwise it was 0. If a valid proposal had the wrong object, the status was incorrect. If ten rounds 
ended without a valid proposal, the status was no_answer unless an invalid proposal had been 
observed, in which case the status was incorrect. terminal_round was the round at which the 
episode ended or the ten-round horizon.

The experimental record distinguishes four coordinated observational layers. G_A(t) denotes the 
access graph imposed by the experimental schedule, or the directed communications that were 
possible at time t. G_P(t) denotes the adaptive policy or preference layer derived from router 
probes and policy state. G_C(t) denotes realized communication events. G_F(t) denotes 
observable functional contribution, represented through local derivational credit, nonempty 
necessary-transfer records, and direct use in the final answer. These layers are not 
interchangeable measures, and the visualizations do not define a single layer-coupling score. 
The coordinated four-layer measurement architecture is summarized in Figure 1.



EDITORIAL NOTE — The embedded static proofs retain their current labels. Before submission, replace them 
with English-label exports while preserving the approved data, limits, geometry, panel selection, and provenance.

Figure 1. Conceptual multilayer architecture. Coordinated views of imposed access (G_A), policy probes (G_P), 
realized deliveries (G_C), and observable functional contribution (G_F). The diagram is schematic and does not 
represent a causal chain or a combined layer score.

The pilot used run_cluster as the inferential unit. Twelve clusters were executed with cluster 
seeds 900000 through 900011. Each cluster executed a shared baseline once, cloned the resulting 
pre-shock state into nine branches, then ran branch-specific shock and recovery phases. The 
frozen schedule was baseline = 100 episodes, shock = 50 episodes, and recovery = 150 
episodes. With nine post-baseline branches, this gives 1,900 episodes per cluster and 22,800 
completed episodes overall. The episode engine used relay active with TTL 3 and an unchanged 
ten-round maximum. Task seeds were derived from the cluster seed by phase: seed_base + 0 + 
index//2 for baseline, seed_base + 100 + index//2 for shock, and seed_base + 200 + index//2 for 
recovery; even indices used the local member of the generated pair and odd indices used the 
integrative member. The paired router draw namespace was separate from task generation and 
used shock-v04-engineering:{engineering_seed}:{cluster_id} plus phase, episode index within phase, 
round, and selection step. The task panel was heavily reused across clusters: baseline had 600 
cluster-pair uses from 61 unique task seeds, shock had 300 uses from 36 unique seeds, and 
recovery had 900 uses from 86 unique seeds. Adjacent-cluster task overlap was 98%, 96%, and 
98.67%, respectively. Episodes were not identical across clusters because graph assignments, 
learned states, and routing random streams differed, but the shared task panel limits 
independence, interpretation of uncertainty intervals and p-values, and generalization to other 
microworlds.

Adaptive router and credited update

The router maintained an adaptive policy over permitted communications. Its policy state was 
probed to measure the quantity recorded in frozen sources as physical-boundary preference 
(CPLI; the sources do not expand the acronym beyond the symbol and this descriptor), while 
realized communication and functional contribution were recorded separately. CPLI is therefore a 
policy-probe measure, not a count of realized communication and not a functional contribution 
metric.



The router's opportunity set in a round consisted of deduplicated feasible routing opportunities 
from non-answer blackboard artifacts. Direct opportunities required that the access graph 
allowed sender to receiver, that the receiver did not already know the content, and that the same 
sender had not already sent that content to that receiver. Relay opportunities additionally came 
from an agent's round relay sources, used the parent delivery for lineage, incremented hop 
count, rejected loops through already visited agents, and obeyed TTL 3. Answer proposals were 
excluded from routing opportunities.

For each opportunity, the v0.3.1 feature vector was public and treatment-blind: cross_physical, 
cross_origin, is_relay, normalized hop count, normalized primitive-provenance count, syntactic 
query relevance, and round fraction multiplied by query relevance. Scores were the dot product 
of theta and this feature vector. The router used an auditable Plackett-Luce selection: at each 
selection step it computed a softmax with temperature tau, drew one uniform variate, selected 
one opportunity, recorded the selected log-probability and log-probability gradient, and repeated 
without replacement up to the routing budget of 8. The implementation also removed all 
remaining candidates for the selected receiver at that selection step, so selected deliveries had 
distinct receivers within a round.

The v0.4 paired sampler used a treatment-blind uniform variate determined only by cluster 
random namespace, phase, episode index within phase, round number, and selection step. It 
deliberately excluded branch/treatment label, graph ID, opportunity-set hash, and episode 
identifier. Candidates were ordered by a branch-invariant key before sampling. This makes the 
exogenous draw comparable across paired branches at the same cluster-phase-episode-round-
step coordinate, while still allowing different selected actions when the topology changes the 
opportunity set; each branch logged its own opportunity-set hash.

The adaptive update signal was the local derivational-credit objective 
local_derivation_credit_window_3. For each selected delivery, the frozen router code assigned a 
binary credit of 1 only when the delivery was the first delivery of its semantic content to that 
receiver and that fact was used as a direct antecedent in a valid new Horn derivation one to three 
derivation rounds later; otherwise the credit was 0. The update used these binary credits and the 
selected routing-feature gradients to compute mean_credit, a gradient, theta_after, and 
baseline_after. When learning_enabled=false, the code restored theta_after=theta_before and 
baseline_after=baseline_before.

Analyzed outcomes, guardrails, and H5 channels were separate from the update signal. 
Accuracy, cross communication, nonempty necessary-transfer records, and direct use in the 
answer were analyzed outcomes or guardrails, not the documented learning signal. Local 
derivational credit was both the update signal and one analyzed outcome family member. The 
log-probability gradient came from the selected opportunity's feature vector minus its softmax 
expectation, divided by tau. The local_derivation_credit_window_3 update averaged (credit - 
baseline_old) * gradient across selected deliveries, applied the fixed learning rate and L2 term, and 
updated the optimizer baseline as 0.9 * baseline_old + 0.1 * mean_credit.

Operational outcomes were defined from episode state and router-update records. accuracy was 
int(status == "correct"). no_answer was int(status == "no_answer"). terminal_round was 
rounds_completed. Cross communication counted deliveries for which sender and receiver 
communities differed under the current access graph. Nonempty necessary information transfer 
counted records from router_update.terminal_metrics.necessary_information_transfer: each derived 



record with a nonempty primitive_tokens set counted once, regardless of the number of tokens. It 
is not a token count, not the total audit-record count, and does not include empty records. Direct 
used-in-answer counted deliveries whose semantic_artifact_id was a direct parent artifact of the 
selected final proposal; it does not represent ancestral lineage or unique content.

Directed topological interventions

The study imposed temporary directed topological perturbations on the access graph. The 
interventions changed possible access, not the realized communication graph directly. 
Consequently, changing G_A(t) was treated as the experimental manipulation, while G_C(t), G_P(t), 
and G_F(t) were measured as distinct responses under the same execution schedule.

The frozen topology contract used eight nodes and two communities. The basal graph had 24 
directed edges, in-degree 3 and out-degree 3 at every node, strong connectivity, directed 
diameter at most 3, and eight directed community bridges. Non-sham interventions used exactly 
k=2 directed 2-switch operations. Across the two switches, four distinct baseline edges were 
removed and four distinct nonbaseline edges were added. Removed edges could not be reused, 
added edges could not be reused, switches could not cancel each other, and loops or duplicate 
edges were rejected. The resulting non-sham graphs retained 24 directed edges, in-degree 3 
and out-degree 3 at every node, strong connectivity, directed diameter at most 3, and 
edit_distance=8. Bridge-count targets were 12 for integrator, 4 for isolator, and 8 for topology-
neutral; sham was identical to baseline with edit_distance=0.

The graph assignment was fixed and outcome-blind. The full catalog contained 564 eligible 
integrator graphs, 6 eligible isolator graphs, and 1,134 eligible topology-neutral graphs. For the 
12 pilot clusters, each of the six isolator graphs occurred exactly twice; the isolator class had two 
basal-automorphism orbits. Twelve distinct integrator graphs from 12 orbits and ten distinct 
topology-neutral graphs from nine orbits were assigned using structural distance and positional 
balance, not outcomes. The protocol recorded isolator scarcity and a residual structural matching 
limitation: four isolator graphs had exact integrator matches, whereas the two reciprocal 
alternating-node isolators had no exact integrator incidence match under basal automorphisms. 
The hierarchical graph/orbit sensitivity was NOT_RUN.

The analysis focused on post-shock recovery after the shock was removed and the external 
access conditions were restored. H1-H4 used the normalized post-shock recovery contrast of 
CPLI, not the exposure-period response. For each cluster, AUC_CPLI summarized paired CPLI 
contrasts across recovery episodes r=1..150.

Experimental design and nine branches

Each cluster contained nine branches:

1. sham_adaptive
2. integrator_adaptive
3. isolator_adaptive
4. topology_neutral_adaptive
5. frozen_sham
6. frozen_integrator



7. frozen_isolator
8. theta_reset_integrator
9. theta_reset_isolator

The adaptive branches tested sham, integrator, isolator, and topology-neutral topological 
schedules. Frozen branches held the relevant router policy state fixed after the pre-shock clone 
by running with learning_enabled=false; they traversed the same directional topology schedule but 
did not update theta or the optimizer baseline. Theta-reset branches learned normally during 
shock, restored theta and baseline to the exact frozen pre-shock snapshot at the beginning of 
recovery, and then resumed ordinary learning during recovery because the implemented control 
mode was not frozen. Baseline trajectories were shared and cloned within a cluster across 
branches, but clusters retained separate graph assignments, states, and routing streams.

Outcomes and guardrails

The CPLI probe bank contained eight two-option choice sets. Each set paired one physically 
internal and one physically cross opportunity with equal nonphysical features. The softmax 
temperature tau was fixed at 1 in the pilot configuration. The frozen definition (Equation 1) was:

CPLI(θ) = (1/B) ∑_{b=1}^{B} [log p_θ(cross_b) − log p_θ(internal_b)],    B = 8.    (1)

With temperature fixed at 1, the feature difference is the unit vector for cross_physical, so CPLI 
equals theta[cross_physical] exactly under the validated feature schema. Probe evaluation was 
deterministic and update-free.

The primary comparative estimands for H1-H4 were treatment-minus-sham ΔCPLI and its 
normalized recovery mean (Equations 2 and 3):

ΔCPLI_{c,z,r} = CPLI_{c,z,r} − CPLI_{c,sham,r}.    (2)

AUC_CPLI(c,z) = (1/150) ∑_{r=1}^{150} ΔCPLI_{c,z,r}.    (3)

Despite the historical AUC_CPLI label, this frozen recovery estimand is the arithmetic mean across 
the 150 recovery episodes. Raw CPLI trajectories were retained as descriptive system dynamics 
and were not treated as an additional inferential family.

H1 tested the integrator adaptive shock against sham with a positive anticipated direction. H2 
tested the isolator adaptive shock against sham with a negative anticipated direction. H3 
compared integrator and isolator adaptive shocks. H4 evaluated topology-neutral adaptive 
reorganization against sham using an equivalence margin of +/-0.02 for CPLI, fixed for the 
blinded analysis.

H7 evaluated theta-reset controls through the frozen attenuation rule (Equations 4-6):

M_adaptive = (1/12) ∑_{c=1}^{12} |AUC_{adaptive,c}|,    M_reset = (1/12) ∑_{c=1}
^{12} |AUC_{θ-reset,c}|.    (4)

attenuation = 1 − M_reset/M_adaptive.    (5)



D_c = |AUC_{adaptive,c}| − 2|AUC_{θ-reset,c}|.    (6)

H7 was evaluable only when M_adaptive ≥ 0.02; when this gate failed, no attenuation estimate or 
p-value was evaluated. Guardrails evaluated accuracy, cross communication, local derivational 
credit, nonempty necessary-transfer records, and direct use in the answer for integrator and 
isolator shocks. H5 consisted of eight descriptive Spearman associations between CPLI and 
communication or functional channels; H5 had effect estimates and descriptive intervals but no 
p-values.

Blinding, integrity and frozen analysis

The pilot execution completed 12/12 clusters and 22,800/22,800 episodes with replay, gzip, 
archive, and integrity approval. The blinded analysis selected 96 labeled rows from 864 blinded 
source rows. These rows represented eight contrasts with 12 cluster-level observations per 
contrast. The reveal preserved source_row_digest, used precomputed orientations, and did not 
create new comparisons.

The detailed statistical plan was frozen post-collection but pre-reveal under blinding. The 
direction of H1/H2 and the use of AUC_CPLI were anticipated before the pilot. The exact sign-flip 
tests, Holm correction, H4 margin, frozen families, and final recovery rule were fixed after 
collection under blinding and before loading real labeled results. This makes the analysis 
reproducible and protected from reveal-stage selection, but it remains exploratory rather than a 
pre-collection fixed protocol.

Statistical analysis

All inferential CPLI analyses used run_cluster as the unit (n=12) with equal cluster weights. The 
paired standardized effect was mean(d)/sd(d). H1-H3 used exhaustive exact one-sided sign-flip 
enumeration over 2^12=4096 patterns, the arithmetic cluster mean, inclusive tails, no mid-p, and 
no +1 correction. H1 and H2 formed the primary Holm family. H3 and H4 formed the mechanism 
Holm family. H4 used bilateral TOST at alpha 0.05 with the equivalent 90% t interval and margin 
[-0.02, 0.02]. Bootstrap intervals used seed 2050041, 99,999 paired cluster resamples, percentile 
intervals, and Hyndman-Fan type 7 interpolation where specified by the frozen analysis contract.

The recovery classification was applied as a finite-horizon operational rule over 150 recovery 
episodes. Under the frozen analysis protocol, recovery blocks were early r=1..25, middle r=26..75, 
and late r=76..150. COMPLETE_RECOVERY meant that the block-level treatment-sham summary 
entered [-0.02, 0.02] for one block and every later block; recovery time was interval-censored at 
the first sustained-equivalent block, and otherwise right-censored after r=150. This sustained-
entry rule allows a transient nonzero recovery AUC_CPLI before entry into the band and 
subsequent maintenance through the censoring horizon. It is reported as the frozen exploratory 
classification, not as a general property outside this microworld.

H7 contained two planned family members, integrator and isolator, subject to the M_adaptive >= 
0.02 gate. If the gate failed, the H7 family was reported indeterminate rather than silently reducing 
its size. Guardrail tests used one-sided adverse alternatives under the convention that larger 
values are better; the ten guardrails formed one Holm family. H5 associations were descriptive 



only, with zero p-values and no correction. There was no imputation, no outlier exclusion, and no 
silent deletion. The hierarchical graph/orbit sensitivity was NOT_RUN.

Visualization and multilayer representation

The canonical visual set is outputs/multilayer_visualization_real_v0515_candidate_01, approved by 
docs/multilayer-real-visualization-canonical-approval-v0515.md. Figure 1 is a conceptual diagram. 
Figure 2a shows raw CPLI trajectories as descriptive system dynamics. Figure 2b shows 
treatment-minus-sham Delta_CPLI trajectories as the temporal view of the frozen comparative 
contrast. Figure 3 shows an edge-level multilayer map for an outcome-blind frozen selection, with 
topological availability as context and four separate panels for deliveries, local derivational credit, 
nonempty necessary-transfer records, and direct use in the answer. Supplementary Figure S1 
provides full-scale trajectory versions, Supplementary Figure S2 provides functional heatmaps, 
and the Interactive Supplement provides the autonomous HTML explorer.

The multilayer visualization uses G_A, G_P, G_C, and G_F as coordinated but non-interchangeable 
observational layers. It represents the data under the frozen measurement separation. No formal 
cross-layer correspondence, divergence, coupling, or causal-influence test was conducted; the 
visualizations do not define a layer index, rank clusters, or test additional hypotheses.

Results

Technical completion and integrity

The pilot completed the planned execution: 12/12 clusters and 22,800/22,800 episodes. The 
reveal covered 12 clusters, 864 blinded source rows, and 96 labeled selected rows. The selected 
rows corresponded to eight contrasts with 12 observations per contrast. The reveal manifest 
recorded primary_tests=2, mechanism_tests=2, h7_tests=2, guardrail_tests=10, h5_effects=8, 
h5_p_values=0, and new_exploratory_tests=0.

Integrity checks preserved row traceability through source_row_digest, selected only precomputed 
orientations, and did not recalculate estimands during reveal. The evidence is therefore 
technically complete for the planned exploratory pilot, while scientific interpretation remains 
limited by the shared task panel and the post-collection, pre-reveal timing of the detailed 
statistical freeze. Raw cluster-level CPLI trajectories across baseline, shock, and recovery are 
shown in Figure 2a.



Figure 2a. Raw CPLI trajectories, enlarged view. Twelve cluster-level trajectories are shown on common global 
limits across panels. CPLI is presented as descriptive policy-probe dynamics; no clipping or result-dependent 
auto-scaling was applied.

Primary CPLI contrasts H1 and H2

H1 did not receive support in this exploratory pilot. The integrator adaptive shock versus sham 
had mean 0.0013405049904852409, 95% bootstrap interval [-0.002823208448166326, 
0.005094759497542673], paired standardized effect 0.18337728566720046, exact one-sided p-value 
0.266845703125, Holm-adjusted p-value 0.53369140625, and reject=false. The uncertainty interval 
included both directions under the frozen contrast.

H2 did not receive support in its anticipated negative direction. The isolator adaptive shock 
versus sham had mean 0.005085070471206299, 95% bootstrap interval [0.0018082812596469597, 
0.00843858978193999], paired standardized effect 0.8268999567035784, frozen alternative less, exact 
one-sided p-value 0.99072265625, Holm-adjusted p-value 0.99072265625, and reject=false. The 
observed estimate was positive, contrary to the anticipated negative direction, but this was not 
converted into a supported positive hypothesis.



Table 1. Primary directional CPLI contrasts.

Hypothesis and contrast Mean and 95% bootstrap 
interval

Standardize
d effect Raw and Holm p-values Decision

H1
Recovery AUC_CPLI: 
integrator adaptive vs sham 
adaptive

0.0013405049904852409
[-0.002823208448166326, 
0.005094759497542673]

0.183377285
66720046

Raw 0.266845703125
Holm 0.53369140625

Unsupported 
in this 

exploratory 
pilot

H2
Recovery AUC_CPLI: isolator 
adaptive vs sham adaptive; 
frozen negative alternative

0.005085070471206299
[0.0018082812596469597, 

0.00843858978193999]

0.826899956
7035784

Raw 0.99072265625
Holm 0.99072265625

Unsupported 
in the 

anticipated 
negative 
direction; 
observed 
estimate 
positive

H3 and topology-neutral equivalence H4

H3 did not receive support. The integrator-minus-isolator contrast had mean 
-0.0037445654807210585, 95% bootstrap interval [-0.007599947795608138, 0.00003366704504171275], 
paired standardized effect -0.5300833659397454, exact one-sided p-value 0.953857421875, Holm-
adjusted p-value 0.953857421875, and reject=false. The direction was opposite to the frozen 
positive alternative.

H4 met the equivalence criterion fixed for the blinded analysis for CPLI, and only for CPLI, within 
the margin [-0.02, 0.02]. The topology-neutral adaptive branch versus sham had mean 
0.00016756780821914878, 95% bootstrap interval [-0.002041785856321781, 0.0021081224392147544], 
paired standardized effect 0.04354453701152539, TOST 90% confidence interval 
[-0.0018274407729394339, 0.0021625763893777313], equivalence p-value 9.002958686724051e-10, 
Holm-adjusted p-value 1.8005917373448102e-09, and equivalent=true. The cluster-level treatment-
minus-sham trajectories underlying these contrasts are shown in Figure 2b.

Figure 2b. Treatment-minus-sham ΔCPLI trajectories, enlarged view. Twelve cluster-level trajectories are shown 
on common global limits. This is the visual companion to the frozen H1-H4 contrasts and introduces no new 
estimand or statistical test.



Table 2. Mechanism and topology-neutral CPLI contrasts.

Hypothesis and contrast Mean and interval Standardize
d effect Raw and Holm p-values Decision

H3
Recovery AUC_CPLI: 
integrator adaptive vs isolator 
adaptive

-0.0037445654807210585
95% bootstrap 

[-0.007599947795608138, 
0.00003366704504171275]

-0.530083365
9397454

Raw 0.953857421875
Holm 0.953857421875

Unsupported; 
direction 

opposite to 
frozen 

alternative

H4
Recovery AUC_CPLI: 
topology-neutral adaptive vs 
sham adaptive; TOST margin 
[-0.02, 0.02]

0.00016756780821914878
90% t interval 

[-0.0018274407729394339, 
0.0021625763893777313]

0.043544537
01152539

Raw 
9.002958686724051e-10

Holm 
1.8005917373448102e-09

Equivalence 
criterion met 

for CPLI 
within the 
analysis-

stage margin

Recovery and H7

The eight frozen recovery contrasts were classified as COMPLETE_RECOVERY in 12/12 clusters. 
This classification was applied under the final rule frozen after collection under blinding and 
before the real analysis. It reports recovery under the observed 150-episode horizon and does 
not add a new statistical test.

H7 was indeterminate by the frozen small-aggregate-effect gate. For the integrator shock, the 
mean adaptive magnitude was 0.005856736484955474 and the mean reset magnitude was 
0.008911961898814982. For the isolator shock, the mean adaptive magnitude was 
0.006313730537297623 and the mean reset magnitude was 0.008911961898814982. In both cases, 
attenuation=null, p_value=null, and the status was 
INDETERMINATE_BY_SMALL_AGGREGATE_EFFECT.

Table 3a. H7 evaluation gate.

Component and condition Mean adaptive 
magnitude

Mean reset 
magnitude Status and recovery

H7 — Integrator shock 0.0058567364849
55474

0.0089119618988
14982

Indeterminate: small aggregate effect 
(M_adaptive < 0.02); attenuation and p-

value not evaluated. 
COMPLETE_RECOVERY, 12/12 

clusters.

H7 — Isolator shock 0.0063137305372
97623

0.0089119618988
14982

Indeterminate: small aggregate effect 
(M_adaptive < 0.02); attenuation and p-

value not evaluated. 
COMPLETE_RECOVERY, 12/12 

clusters.



Table 3b. Recovery classifications over the observed 150-episode horizon.

Frozen contrast Classification and status

Integrator adaptive shock vs sham adaptive No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Isolator adaptive shock vs sham adaptive No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Integrator adaptive shock vs isolator adaptive shock No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Topology-neutral adaptive reorganization vs sham adaptive No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Integrator theta-reset shock vs sham adaptive No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Isolator theta-reset shock vs sham adaptive No additional test. COMPLETE_RECOVERY, 12/12 clusters.

Frozen integrator shock vs frozen sham Frozen exploratory control. COMPLETE_RECOVERY, 12/12 
clusters.

Frozen isolator shock vs frozen sham Frozen exploratory control. COMPLETE_RECOVERY, 12/12 
clusters.

Guardrails

No adverse guardrail signal was detected under the frozen tests. This statement means that the 
frozen one-sided adverse tests did not reject; it does not demonstrate equivalence, absence of 
risk, or absence of adverse consequences. All ten guardrails had Holm-adjusted p-values of 1.0 
and reject=false.

Table 4. Frozen one-sided guardrail contrasts.

Condition and metric Mean 95% bootstrap 
interval Raw adverse / Holm p-values Decision

Integrator shock — Accuracy 0.00888888888
8888889

[-0.0094444444
44444443, 

0.02444444444
4444446]

0.842041015625 / 1.0 No adverse 
signal detected

Integrator shock — Cross 
communication

0.00388888888
88888896

[-0.2272222222
2222221, 

0.19169444444
444608]

0.5126953125 / 1.0 No adverse 
signal detected

Integrator shock — Local 
derivational credit

0.00141652888
0070547

[-0.0004768532
2971781276, 

0.00337593970
4585538]

0.902587890625 / 1.0 No adverse 
signal detected

Integrator shock — Nonempty 
necessary-transfer records

0.04555555555
555555

[-0.0272222222
2222222, 

0.12055555555
555554]

0.86865234375 / 1.0 No adverse 
signal detected

Integrator shock — Direct use in 
answer

0.09666666666
666666

[-0.0344444444
44444444, 

0.21722222222
22222]

0.911376953125 / 1.0 No adverse 
signal detected



Isolator shock — Accuracy -0.0016666666
666666668

[-0.015, 
0.01166666666

6666667]
0.4208984375 / 1.0 No adverse 

signal detected

Isolator shock — Cross 
communication

0.07611111111
111112

[-0.0638888888
888889, 0.22] 0.84033203125 / 1.0 No adverse 

signal detected

Isolator shock — Local 
derivational credit

0.00075162588
18342151

[-0.0023409129
739858903, 

0.00376882164
90299824]

0.67138671875 / 1.0 No adverse 
signal detected

Isolator shock — Nonempty 
necessary-transfer records

0.07166666666
666667

[-0.0549999999
9999999, 

0.18611111111
111112]

0.85546875 / 1.0 No adverse 
signal detected

Isolator shock — Direct use in 
answer

-0.0061111111
11111117

[-0.1011111111
1111111, 

0.09499999999
999999]

0.453369140625 / 1.0 No adverse 
signal detected

H6 reused the two accuracy guardrail entries descriptively. It was not an independent test, and 
accuracy_equivalence_claim_allowed=false.

Descriptive H5 associations

H5 was descriptive only. Eight Spearman associations were reported with descriptive bootstrap 
intervals and p_value=null; no H5 p-values were computed and no multiplicity correction was 
applied. The associations ranged from -0.7495633211220305 to 0.45454545454545453.

Table 5. Descriptive H5 associations; no p-values were computed.

Condition and association with CPLI Spearman rho Descriptive 95% 
bootstrap interval p-value

Integrator shock — Cross communication 0.45454545454545453
[-0.2915129151291513

, 
0.9350180505415162]

Not computed

Integrator shock — Local derivational credit -0.2097902097902098
[-0.7642857142857142

, 
0.4336917562724014]

Not computed

Integrator shock — Nonempty necessary-
transfer records

-0.3157914176201267
5

[-0.8840579710144928
, 

0.41011687822917725
]

Not computed

Integrator shock — Direct use in answer -0.7495633211220305

[-0.9781021897810219
, 

-0.3259295659559734
4]

Not computed

Isolator shock — Cross communication 0.15384615384615385 [-0.5563636363636364
, 0.717391304347826] Not computed

Isolator shock — Local derivational credit 0.4125874125874126
[-0.1970802919708029

3, 
0.8071428571428572]

Not computed

Isolator shock — Nonempty necessary-transfer 
records 0.22105399233408873

[-0.4698831607567783
3, 

0.7648225835589685]
Not computed

Isolator shock — Direct use in answer 0.29772374904379717
[-0.4319426351411735

4, 
0.8421052631578947]

Not computed



The H5 intervals describe cluster-level associations in the exploratory pilot and should not be 
read as hypothesis-test evidence.

Multilayer descriptive results

The canonical visualization set presents the real multilayer data without reranking clusters, 
changing scales by result, or combining channels into a single score. Figure 2a displays raw 
CPLI trajectories as descriptive policy-probe dynamics. Figure 2b displays treatment-minus-sham 
Delta_CPLI trajectories and is the visual companion to the frozen H1-H4 contrasts. Figure 3 
displays a coordinated edge-level view in which G_A provides access context, while deliveries, 
local derivational credit, nonempty necessary-transfer records, and direct use in the answer 
remain separate panels. Supplementary Figure S1 preserves the corresponding full-scale 
trajectory views, Supplementary Figure S2 reports the functional heatmap atlas, and the 
Interactive Supplement exposes the same approved grammar for navigation without introducing 
new estimates. The frozen outcome-blind edge-level selection is shown in Figure 3.

Figure 3. Edge-level multilayer map. The frozen outcome-blind selection is shown with access context, realized 
deliveries, local derivational credit, nonempty necessary-transfer records, and direct use in the answer kept in 
separate panels. Channels are not summed and the map does not define causal influence or a combined layer 
score.

The multilayer extraction completed 22,800 ledgers and 24,864 rows, with 6,976,318,676 
restored bytes. It is valid for descriptive visualization with an auditability limitation: five 
reconciliations were individually materialized, while additional reconciliations were enforced as 
fail-closed gates by the production extraction pipeline but not preserved as separate nominal 
pass entries in the product. This limits retrospective granular audit of those gates, not the 
reported integrity of the completed extraction.

The multilayer results were represented under the frozen measurement separation: imposed 
access, adaptive policy probes, realized communication, and observable functional contribution 



were reported as coordinated but non-interchangeable observational layers. No formal cross-
layer correspondence, divergence, coupling, or causal-influence test was conducted, and no 
additional statistical test or layer score is introduced in this draft.

Discussion

This exploratory pilot did not produce the anticipated linear pattern in the primary CPLI contrasts. 
The integrator adaptive shock did not receive support, the isolator adaptive shock did not receive 
support in its anticipated negative direction, and the integrator-minus-isolator contrast did not 
receive support. The isolator estimate was positive, contrary to the frozen negative prediction for 
H2, but the design does not justify converting that observation into a confirmed positive 
hypothesis. The result is therefore best read as a constraint on the next experimental phase: the 
shock taxonomy, router features, task panel, and recovery horizon should be examined without 
treating the original directional expectations as established.

The topology-neutral result provides a different kind of information. H4 met the equivalence 
criterion fixed for the blinded analysis for CPLI within the margin [-0.02, 0.02]. This supports the 
internal check that a structurally edited but bridge-neutral access change did not produce a CPLI 
displacement outside the specified analysis-stage margin in this pilot. The claim is narrow. It 
applies to CPLI under the frozen margin, not to all outcomes, not to all possible neutral graph 
edits, and not to equivalence of the whole multilayer system.

The recovery findings were also narrow. The eight frozen recovery contrasts were classified as 
COMPLETE_RECOVERY in 12/12 clusters under the sustained block-level rule. This means that the 
relevant block-level summaries entered and maintained the specified band within the finite 
recovery horizon. It does not imply that every episode was inside the band, and it does not 
establish persistence or recovery properties beyond the synthetic microworld and schedule used 
here.

H7 remained indeterminate because the aggregate adaptive magnitude was below the frozen 
evaluation threshold. That outcome matters methodologically: theta-reset controls were present, 
but the pilot did not supply the precondition required by the analysis contract for estimating 
attenuation or evaluating its p-value. The absence of an H7 decision should therefore not be read 
as evidence that theta reset had no effect; it is an explicit consequence of the gate.

The guardrails and H5 associations should be read with the same restraint. The guardrails did 
not detect an adverse signal under the frozen one-sided tests, but this is not a safety or 
harmlessness claim. H5 provided descriptive Spearman estimates and bootstrap intervals 
without p-values, and its role is to characterize observed relationships for future study rather than 
to add inferential support. In particular, communication volume, local derivational credit, 
nonempty necessary-transfer records, and direct use in the answer are operationally distinct 
channels. Their descriptive associations with CPLI do not make them interchangeable with the 
policy probe.

The multilayer visualization is useful because it preserves these distinctions. The same eight 
agents can be shown through access, policy, communication, and functional-contribution views, 
but the views answer different questions. G_A describes what was possible under the imposed 
schedule. G_P describes a probed router state. G_C describes what was delivered. G_F describes 
selected observable ways in which delivered information contributed to derivations or answers. 



Treating these layers as coordinated but non-interchangeable is a methodological guardrail 
against overstating what the pilot measured.

Limitations

The study is a synthetic pilot with 12 run clusters in one microworld. The eight-agent task 
environment was intentionally auditable and constrained, but this also limits external 
generalization. Results should not be generalized to language-model agents, open-ended 
multiagent systems, larger populations, different task distributions, or environments in which 
topology and behavior change endogenously.

Task-seed reuse is a major design limitation. The shared task panel increased comparability 
across branches, but the documented overlap limits independence, interpretation of uncertainty 
intervals and p-values, and generalization to other microworlds. Episodes differed through graph 
assignments, learned states, and routing random streams, but the task panel was not a collection 
of independent problem instances at the scale suggested by the episode count.

The statistical status is exploratory. Although the reveal-stage analysis was protected by blinding 
and frozen locks, the detailed statistical plan was frozen post-collection rather than before data 
collection. This reduces the risk of reveal-stage selection but does not make the study a pre-
collection fixed protocol. The graph/orbit sensitivity analysis was NOT_RUN, and isolator graph 
availability was structurally limited by the eligible catalog.

The outcome set is operational. CPLI is a policy-probe quantity and, in this pilot configuration, 
equals theta[cross_physical] under the validated probe schema. It is not realized communication, 
task performance, or functional contribution. Local derivational credit is the documented learning 
signal, whereas accuracy, cross communication, nonempty necessary-transfer records, and 
direct use in the answer are analyzed outcomes or guardrails. This separation improves 
interpretability but also means that no single reported number summarizes the system.

The visualization and extraction products are descriptive. The multilayer extraction is valid for 
visualization with a documented auditability limitation: not every enforced reconciliation is 
preserved as a separate nominal pass entry in the product. The figures and interactive explorer 
should therefore be cited as descriptive representations of frozen artifacts, not as new inferential 
analyses.

Conclusion

ShockGraph provides a reproducible exploratory pilot for studying adaptive routing under 
temporary directed topological shocks while keeping imposed access, adaptive policy, realized 
communication, and observable functional contribution separate. The pilot completed the 
planned execution and reveal, but the primary anticipated CPLI pattern did not receive support. 
The isolator estimate was positive rather than negative, topology-neutral change met the CPLI 
equivalence criterion fixed for the blinded analysis, H7 was indeterminate, and recovery was 
complete under the frozen block-level rule.

The main outcome of this phase is therefore not a strong directional result, but a constrained 
empirical baseline and a reproducible measurement scaffold. Future phases can use this scaffold 



to test revised hypotheses, larger or more varied task panels, different router features, and richer 
agent implementations while preserving the separation between access, policy, communication, 
and functional contribution.

Reproducibility, data, and code availability

This draft was prepared from frozen project documents, contracts, manifests, locks, revealed 
analysis outputs, and approved visualization artifacts already present in the local ShockGraph 
repository. The manuscript itself does not recalculate results, open gzip ledgers, open treatment 
maps, or modify frozen artifacts. The canonical visual set referenced by the draft is 
outputs/multilayer_visualization_real_v0515_candidate_01, and the paper architecture is recorded in 
the v0.6.0 documentation files.

The repository contains source code, configurations, contracts, schemas, execution locks, 
manifests, integrity records, paper-planning documents, and visual artifacts required to audit the 
reported pilot within the local workspace. No public archive DOI, journal venue, or formal AI-
authorship policy has been selected in the documents used for this draft. Any later public release 
should preserve the frozen hashes, identify large generated artifacts explicitly, and document 
which sealed or historical artifacts are excluded from routine inspection.

AI assistance was used in drafting and editing this manuscript file. Delivery 6.0 is separately 
recorded as executed by GPT-5.5; this v0.6.1 drafting continuation is recorded as executed in the 
current Codex session without verified GPT-5.6 Sol attribution. Formal AI authorship and 
disclosure wording remain pending venue selection.

References

Boccaletti, S., Bianconi, G., Criado, R., et al. (2014). The structure and dynamics of multilayer 
networks. Physics Reports, 544(1), 1–122. https://doi.org/10.1016/j.physrep.2014.07.001

Butts, C. T. (2008). A relational event framework for social action. Sociological Methodology, 38, 
155–200. https://doi.org/10.1111/j.1467–9531.2008.00203.x

Gross, T., & Blasius, B. (2008). Adaptive coevolutionary networks: a review. Journal of the Royal  
Society Interface, 5(20), 259–271. https://doi.org/10.1098/rsif.2007.1229

Holling, C. S. (1973). Resilience and stability of ecological systems. Annual Review of Ecology 
and Systematics, 4, 1–23. https://doi.org/10.1146/annurev.es.04.110173.000245

Holme, P., & Saramaki, J. (2012). Temporal networks. Physics Reports, 519(3), 97–125. 
https://doi.org/10.1016/j.physrep.2012.03.001

Kivela, M., Arenas, A., Barthelemy, M., Gleeson, J. P., Moreno, Y., & Porter, M. A. (2014). 
Multilayer networks. Journal of Complex Networks, 2(3), 203–271. 
https://doi.org/10.1093/comnet/cnu016

Newman, M. E. J. (2003). The structure and function of complex networks. SIAM Review, 45(2), 
167–256. https://doi.org/10.1137/S003614450342480



Olfati-Saber, R., Fax, J. A., & Murray, R. M. (2007). Consensus and cooperation in networked 
multi-agent systems. Proceedings of the IEEE, 95(1), 215–233. 
https://doi.org/10.1109/JPROC.2006.887293

Pimm, S. L. (1984). The complexity and stability of ecosystems. Nature, 307, 321–326. 
https://doi.org/10.1038/307321a0

Williams, R. J. (1992). Simple statistical gradient-following algorithms for connectionist 
reinforcement learning. Machine Learning, 8, 229–256. https://doi.org/10.1007/BF00992696



Supplementary figures
Supplementary Figure S1a. Raw CPLI trajectories, full-scale view. The complete frozen vertical limits are shown 
as scale context for Figure 2a; trajectories and values are unchanged.

Supplementary Figure S1b. Treatment-minus-sham ΔCPLI trajectories, full-scale view. The complete frozen 
vertical limits are shown as scale context for Figure 2b; trajectories and values are unchanged.

Supplementary Figure S2. Functional heatmaps. Windowed averages are shown under the approved global 
scales with cluster order and functional channels preserved. The heatmaps are descriptive and introduce no 
additional statistical test.






